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Abstract. The XO, powered by a dedicated graphical environment Sugar,
is a low cost, robust and connected laptop suitable for usage in developing countries. The Web of Linked Data is the largest decentralized
information network ever crafted so far, containing factual information
about millions of “things”. The community project SemanticXO is about
connecting the two, providing Sugar with dedicated tools to harness the
power of the Web of Linked Data. In this paper, we introduce the project,
its current status and the goals.
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Introduction

Over the last decades, the invention of network protocols enabled data sharing
among groups of locally connected computers. The birth of the Internet connected all these local networks into one giant network upon which the World
Wide Web (WWW) was built as a global, decentralized, publication system.
As proven by its success, the publication of documents on the Web suits many
information needs. However, the coarse level of document-level information aggregation does not fit the need of publishing atomic fact such as a date of birth,
or a city of residence, so that it can be interpreted (or ”understood”) by some
other computer program. On a typical biographical web page, such information
will have to be manually harvested from the document. Although this is an easy
task for human Web user, this becomes a daunting problem for a computer program. As a result, a Web browser can process a request phrased as “show me the
personal Web page of Mr X” but can not give any definitive answer to “what is
the date of birth of Mr X?”. It can even less merge the content of several web
pages to find information scattered among them, or combine such information.
It is based on this observation that the Word Wide Web Consortium (W3C)
initiated the research on the Semantic Web in 2001 with the goal of establishing
standards for the publication of structured information on the Web [1]. Using
such standards, one can indicate that a particular date on a page is a birth-date,
thereby providing any program parsing that page with the information it needs
to give definitive answers. In the past few years more and more data-sources have
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been published and made public in what is now often called the Web of Linked
Data. The ultimate goal of this is a “Web 3.0”: a Web combining a network
of documents and data suitable for both human and machine processing. In
this Web 3.0, programs are expected to give more precise answers to queries as
they will be able to associate a meaning (the semantic) to the information they
process. Sugar, the graphical environment found on the XO, is currently Web
2.0 enabled but has no dedicated tools to interact with the Web 3.0. The goal
of the SemanticXO project is to make Sugar Web 3.0 proof.
Contribution of this paper This paper reports on the first results of the SemanticXO project and highlights the current work and further directions of research.
In order to give a better intuition on the potential of the proposed technology
we will describe a prototypical use-case in knowledge acquisition of traditional
amerindian world-views based on serious games built on top of our semantic
infrastucture. The main research contributions are to:
– show that it possible to run a “triple store” on the XO, and
– to indicate how end users can benefit from having a triple store.
Outline The rest of this paper is organized as follows: after a brief description
of the SemanticXO project in Section 3 we give an introduction to the Web
of Linked Data and the related key concepts, Section 4 describes the technical
choices made and report on the initial performance results. Section 5 then shows
a simple use-case activity exploiting the developed software stack. Finally, Section 6 concludes on the opened questions, upcoming challenges and opportunities
for the project.

2

The project SemanticXO

In this section we describe the SemanticXO project. Its goal is to provide the
infrastructure that is needed to integrate semantic information from the Web
of Data into programs running in the Sugar environment on an XO computer
which are provided through the OLPC initiative.
2.1

One Laptop Per Child

One Laptop Per Child is a non-profit organization whose goal is to empower the
world’s poorest children through education by providing them with a rugged,
low-cost, low-power and connected laptop: the XO. This device connects them
to each other and to the World via the Internet. They are five core principles
observed whenever the XO are deployed in a school [2]:
1. Every child owns the laptop he receives. He takes it with him when he
goes home or to the school. This way, everyone is free to use the machine
whenever he wants;
2. The action is focused on early education, for children aged from 6 to 12;
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3. Every child in classrooms and schools get a laptop at the same time so that
no one gets left out;
4. Because there is plenty to learn from the Web and from others, the XO is a
connected device which connects to other XOs and/or the Internet;
5. The XO must include free and open source software to be free to grow
and adapt with the needs of the child.
The software available on the XO is designed for joyful and self-empowered
learning getting children engaged in their own education. The core of the Human
Interface for the XO is addressed by “Sugar”, an easy to use environment that
is built around activities rather than application windows. Most of the activities can be shared among different machines. For instance, several children can
collaborate on a same drawing simultaneously in the Draw activity and one can
share an e-book he is reading in the Read activity.
Although being aimed at children, Sugar is a fully functional environment
that is suitable for usage by anyone. This, added to the physical robustness of
the XO, makes it an interesting tool for usage within rural communities.
2.2

SemanticXO

SemanticXO is a contributor project1 started in October 2010 for an expected
duration of one year and is granted with 3 refurbished XOs from the first generation (XO-1). The goal of the project is to investigate the technical possibilities
and the advantages of setting up a “Semantic software stack” for Sugar, empowering it with the latest advances in knowledge representation on the Web. This
is expected to be beneficial to Sugar itself, to the developers of activities and to
the end users.
Benefits for Sugar Sugar uses a data store that abstracts the file system details
from the developers and the end users. It also grant them the possibility to store
meta data for the elements saved on the machine. Knowledge representation
techniques focused on structured data are designed to cope with meta data about
diverse item and thus fit perfectly the functional needs of such a data store. The
popular desktop indexers Tracker2 and Strigi3 have both already adopted these
technologies to index the content of the file system, for the Gnome and KDE
desktop environments, respectively.
Benefits for activities developers As highlighted in the introduction, it difficult to integrate information within a given activity. The access to Linked Data
on the Web gives allows the developers to combine information from different
sources into their activities. For instance, combine a description of a city from
Wikipedia with it’s coordinates as found on Geonames. Semantic technologies
also facilitate the storage of meta data in different languages.
1
2
3

http://wiki.laptop.org/go/Contributors_program
http://projects.gnome.org/tracker/
http://strigi.sourceforge.net/
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Benefits for the users In its vision statement, the Web Foundation see the
Web as the medium that will enable a World where everyone “communicate and
collaborate, create valued content, and access the information that they need to
improve their lives and communities”. Semantic Web technologies are the next
evolution of the Web, improving information access by making it suitable from
consumption by programs. Empowering Sugar with Semantic technologies will
connect the users with the Web of Data, the largest structured information network ever created so far. It will also improve communication among individuals.
The Network Institute4 in Amsterdam is actively working with the Web Foundation on projects for improving the life of persons living in developing countries.
Especially through the Web Alliance for Regreening in Africa5 , a project focused
on improving information sharing among African farmers. SemanticXO as the
potential to contribute to this effort, providing indirect benefits to its users.

3

The Web of Linked Data

The World Wide Web (WWW), launched around 20 years ago, is a decentralized
system enabling the publication of documents and links between these documents
on the Internet. This Web has proven to be very successful and currently links
more than a trillion documents served by machines all over the world [3]. But
documents are an aggregated representation of information that is only accessible
through an interpretation of the content: individuals would not be able to make
sense of page on Wikipedia wrote in English, unless they are able to understand
that language. This makes impossible digging out any specific information out of
the document. Applications are like individuals not speaking any of the languages
the Web is made of.
Let’s consider a simple knowledge acquisition problem: finding the number
of inhabitants of Amsterdam. An easy solution for an individual is to go on
Wikipedia and look for the information (in a language she understands). A
software will have to be programmed to dig out that explicit information out of
the Web document - a working but tricky technical solution, not robust again
chances and targeted to a specific need. The Web of Linked Data (WoD) is a
decentralized publication system for publishing structured data. It can also be
seen as a distributed data base over the Web and, as a data base, it is possible
to express a query asking for one information in particular. The following query
asks the WoD for the population of Amsterdam (1211503 persons):
SELECT ? population WHERE {
dbpedia : Amsterdam dbprop : p o pu la ti o nT ot al ? population .
}

Listing 1.1. Asking the WoD for the number of inhabitants in Amsterdam
Both programs and individuals are able to get the query to be executed and
are able to interpret its result. It is also important to note that this query returns
4
5

http://www.thenetworkinstitute.eu/
http://www.w4ra.org/
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only the information sought, rather than a complex document full of different
information.
This query is expressed in SPARQL, one of the many standards the Web
of Linked Data relies on. We will hereafter spend some time going through the
different key concepts and standards of the Web of Linked Data necessary to the
understanding of the rest of the paper.
3.1

Key concepts

The WoD is a network connecting resources with typed relations.
Definition 1 (Resource). A resource is a named entity which represents a
thing in the WoD. The things represented on the WoD can either be a physical
entity of the real world or a document on the WWW. For instance, the resource
http: // dbpedia. org/ resource/ Amsterdam represents the city of Amsterdam on the Web of Data and the resource http: // google. com/ index. html
is the document returned by Google as a welcome page.
The example given in this definition uses the mechanism of Uniform Resource
Identifier (URI) to assign a name to the things. This is one of the requirement
of publishing linked data on the Web [4]:
1. Use URIs as names for things.
2. Use HTTP URIs so that people can look up those names.
3. When someone looks up a URI, provide useful information, using the standards [defined by the W3C].
4. Include links to other URIs. so that they can discover more things.
Because URIs are long, “namespaces” are used to compress their notation.
Definition 2 (Namespace). Namespaces are syntactical shortcuts for resources.
For instance, the namespace “dbpedia” is commonly used to refer to the address http://dbpedia.org/resource/, allowing to write dbpedia:Amsterdam
instead of http: // dbpedia. org/ resource/ Amsterdam . The web site http:
// prefix. cc maintains a list of the most commonly used namespaces.
Unlike the WWW where the links between documents don’t convey any
specific meaning, the links between resources on the WoD are semantically rich
and defined as predicates.
Definition 3 (Predicate). Predicates are explicit relations used to bind resources. These predicates are defined in vocabularies (also called “ontologies”),
they are used in conjunction with a subject and an object in statements referred
to as “triple”. The predicates are also resources having a URI and can thus be
used on the Web of Data like any other resource. Because of this, the Web of
Data is a network that contains both its content and the information about its
interpretation
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The triples are expressed using a standard from the W3C, the organism in
charge of the standardization of the Web(s). They are stored in specialized data
bases called “triple store” and queried using the SPARQL protocol through a
“SPARQL end point”.
Definition 4 (SPARQL). SPARQL is a query language for data expressed in
RDF. It is similar to other data bases query language such as SQL and is meant
to be used in conjunction with SPARQL end points.
By making use of these publication concepts, a growing number of data
publishers are taking part into the creation of this Web of Data. Each of them
contributing a few more triples to this one global graph.
3.2

What is out there?

The current size of the Web of Data is estimated to be around 27 billion
triples [5]. That is, 27 billion factual information about things as diverse as
persons, movies, research papers or proteins. The Linked Open Data cloud [6]
shown in Figure 1 is a well known representation that, although being non exhaustive, gives a fair appreciation on the current content of the WoD. One of
the bubble in this picture is DBpedia, which we referred to in our introductory example. DBpedia is a Linked Data version of Wikipedia containing factual
information extracted from the info boxes found on the pages of Wikipedia.

Fig. 1. A common representation of the Web of Linked Data, showing the
data sets manually reported on the Comprehensive Knowledge Archive Network
(CKAN) web site.
Enhancing the XO with a proper software stack will enable every activity
wrote for Sugar to both take advantage of the WoD by consuming the data
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out there but also to be part, by publishing data according to the Linked Data
principles.

4

SemanticXO software stack

There are two tasks the software stack must address: the publication and the
consumption of data. Publishing data means creating triples connecting different
resources and making them available to the rest of the Web of Data. Consuming
is the complementary process of using the data published by others.
Before going into the details of the software stack, we should not here that
the idea of extending a desktop environment with such a semantic software stack
is not new. The most remarkable work in this direction being the NEPOMUK
project [7], which was funded by the European Community between 2006 and
2008, and resulted in the integration of Semantic functionalities into the KDE
desktop for the benefit of the KDE users who can now annotate anything on their
machine. As it was designed to be used on Desktop machine significantly more
powerful, the software developed for this project can not be directly deployed on
the XO. However, some other results of the project, such as the best practices
learnt and the vocabularies developed [8], will be re-used in SemanticXO.
In order to facilitate the consumption and publication of Linked Data, the
software stack must contain:
– A triple store in charge of storing the triples created by the activities
running in Sugar. Because the triple store can only store triples and not, for
instance, PDF files it has to be associated with some file system based
storage for these documents.
– An HTTP server serving as a public interface to query the triple store,
provide de-referencable URIs for the resources (cf. the third requirement of
Linked data publishing) and serve the files.
– A common interface (Application Programming Interface - API) for accessing the triples stored either on the local Sugar environment, on an other
Sugar or elsewhere on the WoD.
The security of the data stored within Sugar is an important issue that
must be considered by every one of these components. Most of the activities are
developed by third party contributors and are directly made available, without
any vetting process. It must then be ensured that no malicious activity would be
able to wipe out the entire content of the data stored by other activities. The data
store in charge of storing the Journal information provides some sandbox-typed
security mechanisms [9]. Because the publication and the consumption of Linked
Data is made over HTTP, we directly benefit from all the security solutions made
available for this protocol like the HTTP Authorization header [10].
The different components along with their interaction with external applications, Sugar activities and the WoD are depicted on Figure 2. Applications
developed in Sugar can choose to either use the dedicated API or query the
SPARQL end point over HTTP if the API does not address some specific needs.
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Fig. 2. The different components involved in SemanticXO and their interaction

4.1

Development of the software stack

There are several Triple stores available with Jena TDB6 , Virtuoso7 , 4Store8
and OWLIM9 being the most commonly cited names. These tools are all of
very good quality but are aimed at storing millions of triples on modern and
reasonably powerful hardware. With its 433Mhz Geode processor and 256MiB
of memory, the XO is not capable of supporting any of these well established
pieces of software so we opted for a newcomer called Redstore10 . Redstore is a
lightweight, simple, yet featureful triple store that can be installed on the XO.
It is also a free and open source project, which fits the guidelines for software
use within the Sugar environment.
Unlike the rest of the software stack which is developed in Python, Redstore
is a native application that has to be compiled to run on the XO. Because there
is currently no pre-packaged version of Redstore for Fedora (the GNU/Linux
distribution powering the XO), that compilation must be done by hand. The
interested reader is invited to read [11] for the technical details of the compilation
procedure. The full source code of the SemanticXO software stack is hosted on
GitHub at https://github.com/cgueret/SemanticXO.
4.2

Performance of the software stack

They are two potential bottle necks that may affect the performances of the
software stack in terms of response time. The first is Redstore ability to deal
with limited hardware resources and the second the latency when querying data
sources from the WoD, over Internet. In the following, we focus on assessing the
performances of the former, the latter being essentially due to external factors
upon which we have limited influence.
6
7
8
9
10

http://www.openjena.org/TDB/
http://virtuoso.openlinksw.com/
http://4store.org/
http://www.ontotext.com/owlim/
http://www.aelius.com/njh/redstore/
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The performances of a triple store are commonly assessed using a benchmark
with a triple generator and some pre-defined queries. Out of the two popular
benchmark suites are LUBM [12] and SP2 Bench [13] we picked the latter which
is focused on testing data access for different access pattern. LUBM is targetted
towards testing the reasoning capabilities of the triple store, a feature we will
not be using for the moment.
In the following, Redstore was configured to use the “SQLite” storage for its
internal data.
Loading a set of triples We used the SP2 Bench data generator to create
50k triples describing fictive research publications. This number of triples is
considered as an upper bound for the amount of triples the XO will have to
store. It is admittedly based on our personal experience and testing in real usage
context will prove us true, or wrong.
Speed It takes about 43 minutes to upload all these 50k triples into Redstore,
this gives an average of 53 milliseconds per triple or 19 triples per second. That
should be fast enough to have an API allowing to store a some triples with an
acceptable response time. We can note here that the typical average “Ping time”
on the Internet, that is the minimum time needed to send a query to a server
and get a result, is also around 50 milliseconds (with peaks around 100-200 ms).
Size The data takes 4MiB of disk space on the XO for an initial RDF file of
about 9.8MiB. Triple store can efficiently compress the text used as literals in
the triples or to write the URIs. This 4MiB are small enough to consider the
impact of Redstore on XO’s storage capacity (1024 MiB) as being minimal.
Issue the test queries Once the data have been loaded into the triple store,
the next step consist in running the queries contained in the benchmark suite.
SP2 Bench comes with 17 queries11 of various levels of complexity. We executed
them on a modern laptop, using the SPARQL end point on the XO (the technical
details of the testing setup are available in [11]). Some of the queries did not
provide any result after 1h running time and where thus considered to fail.
Table 1 lists the queries that could be executed, the number of results returned
and the time needed to process them , in second.
The queries that failed, q4 to q9 and q12(a,b), feature some nasty patterns
like implicit joins, single and double negations that makes them difficult to solve
even on bigger hardware [13]. It is thus expected that Redstore running on the
XO can not answer them but we can also expect that no query alike these ones designed to be challenging - will be used by the API or the external application
accessing the store.
An interesting result from Table 1 is that the response time does not seem
to be correlated with the number of results. q10 is the query which reflect the
11

http://dbis.informatik.uni-freiburg.de/index.php?project=SP2B/queries.
php
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Query Textual description of the query
q1
Return the year of publication of ”Journal 1 (1940)”
q2
List all inproceedings (ordered by year) and nine of their dc:creator,
bench:booktitle,
dc:title,
swrc:pages,
dcterms:partOf,
rdfs:seeAlso, foaf:homepage, dcterms:issued, and optionally
bench:abstract, properties
q3a
Select all articles with property swrc:pages
q3b
Select all articles with property swrc:month
q3c
Select all articles with property swrc:isbn
Return all subjects that stand in any relation to Paul Erdoes
q10
q11
Return (up to) 10 electronic edition URLs starting from the 51th
publication, in lexicographical order
q12c
Check if the person John Q Public exists in the database
2

Time Results
14.23 s
1
44.19 s
965

21.51
19.50
19.66
3.94
4.69

s
s
s
s
s

3647
25
0
307
10

3.54 s boolean

Table 1. Execution time for some of the queries for the SP Bench benchmark
suite
most what the API will have to do most of the time: fetch all the properties that
apply to a particular resource.

5

Use-case: Knowledge Acquisition of traditional
Amerindian Worldviews using Serious Games

In this section we describe an application that was recently built as a prototype
for a project about knowledge acquisition of traditional Amerindian worldviews
using serious games. This is a project we are planning to start up in cooperation
with ethno-linguists from the University of Leiden and the the National Museum
of Ethnology (NME) also in Leiden, NL. Although we describe the application
for reference the focus is on the underlying technical contribution, ie. to show
how SemanticXOs software stack can be used to implement such an application.
The NME manages an extensive collection of objects cataloged using western
taxonomies. The museum world has now, in light of new ’best practices’ policies,
come to focus on sharing its objects with the communities from whom these
objects were acquired, in an attempt to learn more about its collections, and
to provide a more truthful access to them. The ways in which representatives
of those communities speak of these objects are fundamentally different from
the way the western heritage world perceives these objects. These discrepancies
hamper museums’ efforts to truthfully and respectfully deal with the objects in
their care e.g. in exhibitions and even storage.
In a first set of experiments we are currently setting up a project for extracting the world-views of 4 indigenous communities in Suriname. The core
idea for verifying and extending the original worldviews of these communities
will be through serious games 12 . These games will provide an accessible and fun
mechanism to acquire this invaluable cultural knowledge.
A first prototypical experiment will be a clustering activity, where players
from the communities sort objects in clusters, and will be provided with scores
12

Such as “games with a purpose” http://www.gwap.org, “Freebase apps” http:
//games.freebaseapps.com/, Google Image Labeler http://images.google.com/
imagelabeler/, word games from edict http://www.edict.com.hk/studyguide/
games.htm or UC Dublin http://afflatus.ucd.ie/
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when those clusters match. Technically this clustering activity stores triples describing items the user has to sort into boxes. This game is asynchronously
collaborative: users can share items by making them publicly available. Every
item made public appears in the left area on the activity once it’s run on an XO
in the same network.
5.1

Interface of the clustering activity

The interaction with the activity is centered around drag&drop manipulation.
Using either an external mouse or the touchpad of the device, the user click on
an item on the left part of the application and drag it to one of the boxes on the
right. It is also possible to drag&drop items from a box to another box or back
into the area on the left.

Fig. 3. Screenshot of the clustering activity

Items are currently provided externally with a dedicated script. A feature
currently being developed will allow the user to select an image from his journal
and import it into the application. In plus, the user will be able to decide whether
the imported item should be made public for use on other XOs as well. The
underlying, expected, usage scenario is a field trip where students of a class
room would go out taking pictures of several things they see. Once back in
school, they all start to classify their snapshots and share the best images with
others. Using a global query over all the XOs, the teacher can then gather the
content of all the boxes, compare and discuss them with the class.
5.2

Under the hood

The data model of the activity is simple: a set boxes and a set of items, items
may be assigned to one box at a time and item not assigned to any box as set
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on a reserve list. Among the many possible encoding possibilities for this data,
we opted for a graph - the format that suits best RDF. The encoding shown on
Figure 4 uses to specific resources named “Item” and “Box”. Items and boxes
are also resources, they get connected to either the Box or Item resource to
indicate their type. Boxes are connected to the items they contain by a relation
“hasItem”. Every item has a name and a depiction file. Both properties are
textual values rather than resources, this difference is made visually but using
rectangles instead of ellipses. This is common practice for plotting RDF graphs.

Fig. 4. Encoding of the data for the activity

Figure 4 is split in two parts, the upper part is the schema part and the lower
part is that is usually referred to as the instance data. The schema part essentially
indicates the different type of things the data set contains. The instance part
contains the things themselves, and their connections. We reported on Table 3
part of the content of the later as the different triples it is made of. They are 40
triples in total: 3 per item, 2 per box and 2 to state that two of these items are
set into one of the box. Table 3 shows a subset of them.
subject
olpc:resource/a05864b4
olpc:resource/a05864b4
olpc:resource/a05864b4
olpc:resource/a82045c2
olpc:resource/a82045c2
olpc:resource/78cbb1f0
...

predicate
rdf:type
olpc:name
olpc:hasDepiction
rdf:type
olpc:hasItem
rdf:type
...

object
olpc:Item
"image114"
"image114.jpg"
olpc:Box
olpc:resource/a05864b4
olpc:Box
...

Table 2. Part of the content of the triple store storing the data from the activity
shown in Figure 3
It is relevant to note here the flexibility of that data model: The assignment
of one item to the only box is stated by a triple using the predicate “hasItem”,
one of the box is empty because there is no such statement linking it to an item.
A varied number of similar triples can be used, without any constraint and the
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same goes for actually all the triples in the system. There is no requirement for
a set of predicates all the items must have.
Let us illustrate the usage that can be made of this data through three different SPARQL queries, introduced from the simple one to the most sophisticated.
List the URIs of all the boxes and the items they contain This query
is expressed as asking for all the resources that are of type olpc:Box and are
connected to an item by a olpc:hasItem relation. There are two triple to query
for, as shown in the resulting query in Listing 1.2.
SELECT ? box ? item WHERE {
? box rdf : type olpc : Box .
? box olpc : hasItem ? item .
}

Listing 1.2. List the URIs of all the boxes and the items they contain
The result of the query is a list of assignments of resources to the two variables
queried (see Table 3). It returns two lines for two items in the first box. Because
the second box has no items in it, it is not listed.

?box
?item
olpc:resource/a82045c2 olpc:resource/a05864b4
olpc:resource/a82045c2 olpc:resource/843f4d66

Table 3. Results from the query 1.2

List of the items and their attributes The previous query asked for a specific
property of a particular type of resource. This next query is about asking for
all the properties of a particular type of resource. Fortunately, it is not need to
know all the possible properties an item can have. Rather, there is again only
two triples needed, the second one allowing any predicate value (cf. Listing 1.3).
SELECT ? item ? property ? val WHERE {
? item rdf : type olpc : Item .
? item ? property ? val .
}

Listing 1.3. List of the items and their attributes
The results for this query are reported in Table 4

?item
olpc:resource/a05864b4
olpc:resource/a05864b4
olpc:resource/a05864b4
...

?property
rdf:type
olpc:name
olpc:hasDepiction
...

?val
olpc:Item
"image114"
"image114.jpg"
...

Table 4. Results for the query in Listing 1.3. For the sake of space saving, the
list of statement is truncated to the same subset as in Table 2
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List of the items that are not in a box Because the presence of an item in
a box is stated by the existence of a triple, our last query needs to search for non
existing triples. This is done by first allowing optional result for the boxes: we
ask for items and eventually the box they are in, if any. Then, we filter the results
to keep only the ones where no box could be found. The query is in Listing 1.4.
SELECT ? item WHERE {
? item rdf : type olpc : Item .
OPTIONAL {
? box rdf : type olpc : Box .
? box olpc : hasItem ? item .
}
FILTER (! bound (? box ))
}

Listing 1.4. List of the items that are not in a box
The only result of this query is reported in Table 5. Because we do not ask for
it in the “SELECT” statement, the value of the variable ?box is not returned.
?item
olpc:resource/a05d2814
...

Table 5. Results for the query in Listing 1.4. For the sake of space saving, the
list of statement is truncated to the same subset as in Table 2

6

Future and ongoing work

In the following, we go through the current list of “to-dos” for the SemanticXO
project and explain the motivations and the work there is to do.
– Implement an alternate data store using the triple store
The data store is the component in Sugar in charge of storing the content of
the journal. It contains items and metadata about these items, every activity
is also able to store entries in it.
– Extend the clustering activity with collaboration features
As highlighted during the presentation of the activity, there is still some
work to do to implement all the needed functionality. In particular, the data
communication between the XOs and the possibility to import images from
the Journal are pre-requisites to the field trip use-case we introduced.
– Provide an interface to the WoD
There are plenty of Linked Data out there activities could benefit from,
making them easily accessible to activities is a goal of SemanticXO. There
is an interface in the works that aims at providing a transparent access to
this big source of information. This interface will dialog with CKAN to get
a list of SPARQL end point to query.
– Package the software stack for Fedora
The operating system of the XOs is based on Fedora, a popular GNU/Linux
distribution. The installation procedure described in Section 4 is manual
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because of a lack of pre-compiled package for Redstore on Fedora. In order
to facilitate the installation of Redstore, it will be necessary to make a proper
package for it.

7

Conclusion

Pushed by the development of standards for the next generation of the Web,
there is a Web of Data that is becoming available and growing steadily in size.
This Web provides structure information about several things, from movies to
research publications to places in the World. In this paper, we presented the first
results of the SemanticXO project aimed at enhancing the XO with the tools
necessary to take part of this Web of Data, both in term of data publication and
consumption.
We shown that despite its limited computing resources, the XO can accommodate a triple store (the de facto data storage for the Web of Data). We also
introduced an activity showing how applications developed for the XO can benefit from using the triple store to store their data.
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